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Abstract. Equality is such a fundamental concept in mathematics that,
in fact, we seldom explore it in detail. As is often the case, the comput-
erisation of mathematical computation in computer algebra systems on
the one hand, and mathematical reasoning in theorem provers on the
other hand, forces us to explore the issue of equality in greater detail.
In practice, there are also several ambiguities in the definition of equality.
For example, we refer to Q(x) as “rational functions”, even though m;_—11
and z + 1 are not equal as functions from R to R, since the former is
not defined at = 1, even though they are equal as elements of Q(z).
The aim of this paper is to point out some of the problems, both with
mathematical equality and with data structure equality, and to explain
how necessary it is to keep a clear distinction between the two.

1 Introduction

Equality is fundamental in mathematics. As we come to encode mathematical
computation in computer algebra systems, we have to define, sooner or later,
precisely what we mean by equality. Although computer algebra dates back to
1953, the first real discussion of the meaning of equality seems to have been
published in 1969 [6].

In general, abstract mathematical structures such as “Ring” are defined with
certain algebraic operations (+, —, 0, %, 1 in the case) but without equality. The
corresponding constructive counterparts (categories in the Axiom [28] sense;
magmas in the Magma [4, 5] sense) tend to be defined with, in addition, an
explicit equality operator.

One reason for this is that equality appears even when one does not expect
it. For example, the definition of an n x n determinant makes no appeal to the
concept of equality: however, the fast (e.g. Gaussian elimination) algorithms to
calculate it (O(n®) or better) do need equality, and if we don’t have equality, we
are forced to an O(n!) algorithm.

Another problem arises when we build algebraic structures hierarchically
[12]. Every field is actually a greatest common divisor domain, so we need to
implement a gecd function. This is apparently trivial, since ged(z,y) = 1 in a
field, unless x = y = 0, in which case the g.c.d. is also 0. This means that
structures that do not support equality (such as those defined in section 2.4)
cannot be treated as fields in the Axiom sense.

* This is an expanded version of one section of [10], and the author is grateful to the
participants at Mathematical Foundations of Computer Science for their interaction.



2 Equality in Computer Algebra Systems

All computer algebra systems support some notion of equality. We expect to be
able to type'

(x+1) "2=x"2+2*x+1

and be told that this is true, even though, as strings or even parse trees, they are
blatantly unequal. Indeed, it could be said that this looking at the mathematics
semantics, rather than the syntax, is what characterises a computer algebra
system.

One fundamental question is where in the computation process the work is
done. Some computer algebra systems, notably Macsyma [3] would store the
two expressions essentially as parse trees, and the equality operator would do
all the work. In many other systems, e.g. Axiom[28] and Reduce [24], the two
expressions would be converted on input into data structures representing the
underlying mathematics, and it is these data structures that would be compared.

2.1 Formal Treatment

Let us make this more formal. Let O be a set of mathematical objects (Z[z] in
the example above), and R be a set of data structures (parse trees for Macsyma,
“standard quotients” for Reduce, etc.).

Definition 1 A correspondence f between O and R is a representation of O by
R if:

1. every element of O corresponds to at least one element of R;
2. every element of R corresponds to one, and only one, element of O.

In other words, f has to be a surjective function from R to O.

Note that this means that R is the set of valid objects, i.e. those corresponding
to elements of O.

Definition 2 If, furthermore, f is a bijection, we say that the representation is
canonical.

Proposition 1 If the representation is canonical, then mathematical equality
(in O) is the same as data structure equality (in R).

In the case where O is an Abelian group (very common in the polynomial-based
systems), there is a weaker concept.

Definition 3 If f is a representation such that 0 € O has only one representa-
tion in R, we say that the representation is normal.

! Though the syntax might vary. Several systems will in fact regard this as an equation,
and some further operation may be required to convert it into a Boolean value.



One could ask “why 0”7 The reason is that, once one moves on to rings, 0 is
the forbidden second input to division. This is, in fact, the reason why equality
testing is needed for fast determinant computation (and many other things). So,
in fact, a normal representation would suffice in this case.

Proposition 2 If the representation f of O is normal, then a = b (in O) if,
and only if, f(a —b) = f(0) (in R).
Brown [6] proposed the following trick to convert a normal representation f of
O by R into a canonical representation g of O by R' C R. In this trick, R’ is a
dynamically growing set.

1. Initially, R' =0, and g = 0.

2. As a new object , (with representation f( ) = € R) is computed, we see

if any element of R’ has the property that f( —g ()) = £(0).
3. If so, we declare that g( ) =
4. Otherwise, we do R' := R' and augment g by the corresponding pair

()

nfortunately, this is not so much a representation of the set O as of the ordered
sequence of elements of O as they appear in a particular computation. A variant
of this technique, using hashing to reduce the cost drastically, is used in (at least
early versions of) Maple [ , section 4].

2.2 s alit Determina le

anonical representations exist for integers, rational numbers, polynomials, ra-
tional functions, and many other data types [14], and these are commonly em-
ployed in polynomial-oriented computer algebra systems.

For algebraic numbers, the author knows of no non-order-dependent repre-
sentation. post facto, when one knew all the algebraic extensions required,
i.e. the ultimate extension field, one could search for the polynomial of minimal
height that generated that field, and represent everything in terms of a root
of that, but in practice the search for such a polynomial would be prohibitive
[31, Section 3.8]. Most systems make no attempt to produce a canonical, or
even normal, representation, and in Maple, for example, it is necessary to invoke

explicitly in order to have even a normal representation. However,

normal, and indeed order-dependent canonical, representations can be achieved

by means of a “growing algebraic tower” strategy [36]. The simplest example of

order-dependence is the introduction of 2 and 8. Depending on the order of
introduction, these would be represented as 2and 2 2,or 1 8and 8.

Elsewhere, we may not be nearly so lucky. Even allowing numbers such as

2 means that there is no known test for equality at all, though in some cases
careful numerical evaluation can demonstrate inequality. Elementary functions
are another problem area: it may not be obvious to the reader (and certainly
was not obvious to the author) that

2 1+ 1- —
-1 =-1 1- 1
n 5t noo+ ) 1)




which proves the equivalence of two di erent definitions of arccos [8]. Equally,
with the definitions of [8], which here mimic the standard ones in [1], it is not
the case that

arcsin = arctan

- (2)

but rather that

arcsin = arctan — 3)

Is there an algorithm to verify this last equality?

2.3 ro pt eoreti stems

Much of what has been said above applies largely to the polynomial-based sys-
tems (Macsyma, Reduce, Maple, Axiom). When it comes to group theory, we
are in much worse shape. A traditional way of defining an abstract group is as
a finitely presented group, i.e. a (finite) set of generators and a (finite) set of
relations between them, such as

a,ba =1,0°=1,(ab) =1 (4)

(a description of the alternating group ).

nfortunately, the insolubility of the Word roblem [3 ] for these groups
means that there is no general algorithm for determining equality of two ele-
ments (written as products of the generators and their inverses), or, equivalently,
deciding whether such a product is in fact the group identity. Nevertheless, GA
[38, section .1] does provide such a comparison, since if the algorithm termi-
nates at all, it has a definite answer. However, there is scope for confusion here,
as exemplified in the following GA  session.

g 2 = ( )
( )

g =2 2172 227 (212 2)"
( )

g 1= 1

g = 1-

g 1=

The problem here is that the comparison is essentially taking place in 2 rather
than in . In GA 4, a better typing model means that the comparison is
carried out, correctly, in



2. F e alit

There are two main families of algebraic structures where a binary true false is
not totally appropriate.

a nfinite tr t res This covers a variety of applications where an ob-
ject is represented as some form of generator, which can generate more accu-
rate approximations as required, either series approximations with a higher
O( ) remainder term, or numerical approximations with a smaller guaran-
teed error bound. The two main examples of this are “la y power series”
[34, 23] and various forms of “la y generators” for elements of  [21,40, 18,
2,32], though la y -adics are also possible. The problem in both cases is
fundamentally the same: unless one has some extrinsic information, one can
develop the series numbers to as many terms as one wants, and the fact that
all the corresponding terms are equal does not prove that the two underly-
ing objects are mathematically equal. Of course, if the objects are not equal,
we will eventually prove this.

An example where there is additional information that can help is given by
[25,26] in the case of algebraic numbers represented by la y generators of
their numerical value: here the minimal polynomials can be used to deduce
bounds such that, if they are equal to within this bound, then they are
definitely equal.
In the absence of such information, it is usual to set a limit such that “equal
to this length” implies “equal”, but this is clearly mathematically unsound.
onte arlo et o s There are various cases in computational arithmetic
and algebra where one wishes to use a Monte arlo method: generally defined
as an algorithm which, for any fixed , has a running time polynomial in the
si e of the input, but may give a wrong answer, with probability less than
The classic case is Rabin’s [35] primality testing algorithm, where the running
time is O —X-n?® for numbers of n digits, though in practice® the error
is much less than that. It is worth noting that the error is one-sided: if the
algorithm says “prime” the number might actually be composite, whereas if
the algorithm says “composite”, the number definitely is composite.
There are several data structures where we may want to use Monte arlo
algorithms for testing equality, such as polynomials represented as straight-
line programs [19] or black-box programs [29]. In both cases what one has is
not an explicit formula for the polynomial, but rather an object which, given
values for the indeterminates, returns the value of the polynomial at those
values. Here deterministic algorithms for equality tend to have exponential
running time, and one has to rely, essentially, on an approach which can
crudely be described as “if they evaluate to the same thing at enough points,
then they are equal.” Again, one can bound the probability of an error, and

This works for la y formal series. For numbers, one should mean “equal within the
tolerance allowed at this step”.

[ ] shows that, for six trials on 2 -bit numbers, the error probability is less than
2~ 1 rather than the ~ =2"! that one would expect.



the error is one-sided, in that there is no possibility of error in an answer of
“unequal”. A similar algorithm is used in Maple’s [20].

The difficulty is that, a priori, one has no idea how often equality testing will
be called during the running of an algorithm (and the sub-algorithms it calls).
If I want a result which has 299 chance of being accurate, do Iset = 10 2,
10 or what? Some progress towards a solution is described in [33], but it
does require a fundamental re-think of how equality is managed, and leads to
a choice of strategy: should every object carry with it an indicator that “my
Monte arlo probability is currently nn  (analogous to a posteriori error
control in numerical analysis), or should each procedure take a parameter
which says what the minimum Monte arlo probability on the result must be,
and the procedure has to manage its error analysis accordingly (analogous
to a priori control)?

at is ata Structure Equality

So far, we have been assuming that this is a well-defined concept. nfortunately,
this is not so, and depends on languages and even on dialects. , for example,
has no concept of data structure equality: two structures are the same if, and
only if, they are identical.

3.1 ommon isp

This [39] defines four equality predicates, listed from most specific to most gen-
eral.

“r and y are the same identical object” (generally implemented as ’s ==).
Depending on the implementation, di erent copies of the same number may
or may not be
“As ,except that if z and y are characters or numbers (of the same type)
their values are compared.
This compares numbers and characters as for , symbols as for
strings and bit-vectors by element-element comparison, other arrays as for
, and it recursively descends c cells. Hence, it can loop on circular struc-
tures (which is unfortunate, since these are the usual way of implementing
the la y objects described in section 2.4).

This compares characters using c (thus ignoring case etc.),
numbers irrespective of type (so that ( 2 2 ) is true), and recur-
sively descends conses (like ) and also arrays and hash tables (unlike

). Again, it can loop on circular structures.

3.2 S P

This [2 ] was the Lisp dialect on which Axiom was first developed, and, to
the author’s knowledge, the only LIS dialect to tackle the problems of circular
structures seriously. It defines three equality predicates, listed from most specific
to most general.



“The objects occupy the same storage [at least conceptually] and a change
to one is a change to the other”. This is essentially the same as ommon
Lisp’s

The two objects have the same shape (as directed graphs) and the same
leaf values. This means that performing the same change to both of them
will still leave values. It handles circular structures, and takes a time
linear in the si e of the object. Essentially , two objects are if no
sequences of modifications or accesses can distinguish them. This seems to
be a programmatic version of Leibni ’ definition of equality: “two things are
equal if we cannot tell them apart”.

The two objects have the same leaf values, even if the shapes are di er-
ent. This does handle circular structures, but the (rare) worst-case running
time is cubic. Two objects are if no sequences of accesses (but not
modifications) can distinguish them.

Both and descend all kinds of descendable structures c
cells, vectors, hash tables etc. LIS M’s is probably the closest to an
abstract definition of “data structure equality”.

3.3 T e importan e o

A fact, not widely appreciated, is that  is important in interval arithmetic. In
general, intervals do not form even an Abelian group, since

[aab] [7 ]:[a:b]+[’ ]:[070] (5)

If one creates a single interval-valued object, as in a := b := — 1,1 , then
a—b= 0,0 ,since a and b must represent the same unknown number in [—1, 1].
onversely, if we have two di erent interval-valued objects, as in @ := —1,1
andb:= —1,1 ,then a—b = [-2,2], since now a and b might represent di erent
numbers in [—1,1]. Hence, despite (5), it is possible to say that a — a = [0, 0]
for any interval a, but not via the intervention of some putative —a. It is also
pointed out in [11] that evaluating polynomials at intervals requires a careful

consideration of -ness.

Similar concepts apply for other data types for which equality in general
is difficult, such as infinite (la y) power series, infinite-precision real numbers,
black box objects, and so on.

Equality in ig er languages

ML defines equality to be data structure equality (no formal comment is made
about circular structures). This fact has hampered some e orts to build com-
puter algebra systems in ML.

There are bi arre counter-examples when the structures overlap with each other,
unfortunately.



There is no requirement in Axiom [28] or Magma [4, 5] for data structure
equality to be the same as mathematical equality. The designer of a data type
can define any definition of equality: for example, in defining finitely presented
groups as in equation (4), the equality algorithm would have to take account of
the relations (via the Todd- oxeter algorithm or an equivalent). In Axiom, types
for which data structure equality is known to be same as mathematical equality
are said to be c c (in line with the definitions in section 2.1). This causes
substantial problems [30] when interfacing with proof-checkers where the two
are assumed to be the same, and a full implementation of, say, Axiom’s logic in
Larch [22], would need to distinguish between the two kinds of equality.

Whether or not an Axiom data type is c c can be quite complex.
For an example, we consider the constructor C , which builds the field of
fractions of an integral domain R. For ¢ (R) to be canonical, the following

conditions have to be satisfied [12]:

R itself must be c c ;
R must bea cd ;
R must possess a function (called ) which chooses a canonical

representative of any non- ero € R and its associates.

This last is necessary to implement the appropriate generalisation of the usual
rule that the denominator of a fraction is always positive.

Oddly enough, it seems hard to find any description of equality in the on-
line documentation for Maple. This may be because the semantics are not totally
clear  the author certainly found it hard to work out what they might be.

Conclusion

We hope that we have demonstrated that there is more to equality than meets
the eye. Data structure equality (whatever that means) may or may not be the
same as mathematical equality. In particular, it seems to us to be important to
distinguish carefully (unlike Larch and ML) between the two in principle, even
though they may often be the same in practice. When interfacing two systems,
such as Axiom and Larch [30], it can be important to understand the subtle
di erences that may exist.
We therefore have four concrete recommendations.

1. Anyone using multiple mathematical systems should take great care that
di erences in the meaning(s) of equality are allowed for.

2. onversely, the designers of individual systems should make sure that the
meaning(s) of equality in their systems are clearly documented.

3. In particular, more clarity is needed over the phrase “data structure equal-
ity”, and its interaction with any form of storage model.

4. As a more minor, but practical, point of implementation, can we plead for
system and language designers to understand circular structures  see sec-
tion 2.47



1

10.

11.

12.

17.

€ erences

. Abramowit ,M. Stegun,I.,

.US overnment rinting ce,1 . 10th
rinting December 1 72.

. Boehm, .- ., Cartwright, ., iggle,M. Donnell,M. ., Exact eal Arithmetic
A Case Study in igher rder rogramming. roc. IS Functional rogram-
ming (ACM, 1 ) pp.1 2-17 .

. Bogen, .A. et al., (version ). M.IT. aboratory

for Computer Science, Cambridge, Mass., 1 77.

. Bosma, ., Cannon, . Matthews, ., rogramming with algebraic structures

design of the Magma language. roc. ISSAC1 , ACM, ew York, 1 , pp.
2 7.

. Bosma, ., Cannon, . layoust,C., The Magma algebra system. I The user
language. (1 7pp.2 2 . blL .0

. Brown, .S., ational Exponential Expressions, and a con ecture concerning and
. (1 )pp.2
Char,B. ., eddes, . ., entleman,M. . onnet, . ., The Design of

MA E A Compact, ortable and owerful Computer Algebra System. roc.
EU CA (Springer ecture otes in Computer Science 1 2, Springer- erlag,
Berlin- eidelberg- ew York, 1 ) pp. 101 11 .

. Corless, .M., Davenport, . ., e rey,D. . att,S.M., “According to Abram-
owit and Stegun”. (2000) 2, pp.
. Damgard,I. androck, ., Improved Bounds for the abin rimality Test. roc.

rd IMA Conference on Coding and Cryptography, ed. M. anley, U , pp. 117-
12 . M d 11171,

Davenport, . ., Abstract Data Types in Computer Algebra. roc. MFCS 2000
(ed. M. ielsen, B. ovan), Springer ecture otes in Computer Science 1
Springer- erlag, 2000, pp. 21-

Davenport, . . Fischer, .-C., Manipulation of Expressions.
(ed. .. . allis), iley,1 O0,pp.1 17
Davenport, . . Trager,B.M., Scratchpads iew of Algebra I Basic Commuta-

tive Algebra. roc. DISC 0 (Springer ecture otes in Computer Science ol.
2 , ed. A. Miola), Springer- erlag, 1 0,pp. 0 . A revised version is in Axiom
Technical eport AT 1, ag td., December 1 2.

. Davenport, . ., ianni, . Trager,B.M., Scratchpads iew of Algebra II A Cat-
egorical iew of Factori ation. roc. ISSAC 1 1 (ed. S.M. att), ACM, ew
York, pp. 2 . A revised version is in Axiom Technical eport AT 2, ag

td., December 1 2.
. Davenport, . ., Siret,Y.  Tournier,E., (2nd ed.). Academic
ress, ondon, 1

. Dunstan,M. ., arch Aldor- A arch BIS for A I M and Aldor. h.D. Thesis,

University of St. Andrews, 1

. Dunstan,M., elsey,T., inton,S. Martin,U., ightweight Formal Methods for
Computer Algebra Methods. roc. ISSAC 1 (ed. . loor), ACM, ew York,
1 ,pp- 0 7.

Dunstan,M., elsey,T., inton,S. Martin,U., Formal methods for extensions to
CAS. FM ol. IT (Springer ecture otes in Computer Science ol. 170 ,

ed. . .. ing, . oodcock . Davies), Springer- erlag,1 ,pp. 17 1777.



20.

21.

22.

. Edalat,A., otts, . . Escardo,M. ., Semantics of exact computer arithmetic.

roc. 12th IEEE Symp. ogic in Computer Science (IEEE Computer Society ress,
1 7),pp.2 27.

. Freeman,T., Imir ian, . altofen,E., A System for Manipulating olynomials

iven by Straight- ine rograms. roc. SYMSAC (ACM, ew York,1 ) pp.
1 17 .

onnet, . . Determining Equivalence of Expressions in andom olynomial
Time. roc. 1 th ACM Symp. Theory of Computing, 1 |, pp. - L

osper, . ., r., Item 101b Continued Fraction Arithmetic. A MEM, M.I.T.
A.l. Memo 2 2, Feb. 1 72, pp.

uttag, . . orning, . .,
Texts and Monographs in Computer Science, Springer- erlag, 1

arrington,S. ., Infinite ower Series.
(1 0) pp.

earn,A.C., , ersion ., ulyl 1. A D Corporation
ublication C 7 .

ur, ., . Draft
h.D. Thesis, University of Bath, 2001.

ur, . Davenport, . ., An Exact eal Algebraic Arithmetic with Equality De-
termination. roc. ISSAC 2000 (ed. C. Traverso), pp. 1 17 .

. IBM Corporation, .S 20 77 0,IBM,1
enks, .D. Sutor, .S., . Springer-

erlag, ew York, 1 2.
altofen,E.  Trager,B.M., Computing with olynomials iven by Black Boxes
for their Evaluations reatest Common Divisors, Factori ation, Separation of u-

merators and Denominators. (1 0)pp. 01 20.
elsey,T. .,
h.D. Thesis, St. Andrews, 2000.
luners, . Malle, ., Explicit alois eali ation of Transitive roups of Degree
uptol . (2000) pp. 7 T1 .
Menissier-Morain, .,
. These, Uni-
versite aris 7, Dec. 1
aylor, A,
h.D. Thesis, University of Bath, 2000.
orman,A.C.,; Computing with Formal ower Series.
(17)pp. :
. abin,M. ., robabilistic Algorithm for Testing rimality.
(1 0)pp.12 1
ioboo, ., eal algebraic closure of an ordered field, implementation in Axiom.
roc. ISSAC 2, pp. 20 21 .
otman, . ., An Introduction to the Theory of roups. Springer raduate Texts

in Mathematics 1 , Springer- erlag, 1

. Schonert,M. (together with .U. Bessche, T. Breuer, F. Celler, B. Eick, . Felsch,

A. ulpke, .Mnich, . ickel, . fei er, U. olis, .Thei en), updated by S.A.
inton, v. . . . Distributed Electron-
ically with A |1 Aprill 7.

. Steele, . ., r., , 2nd. edition. Digital ress, 1 0.
0.

uillemin, .E., Exact real computer arithmetic with continued fractions.
(1 0) pp. 10 7 110 .



